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Abstract

Run-to-failure engine data can make a maintenance warning look
successful for the wrong reason: elapsed cycle count is already
informative about how close an engine is to its recorded failure.
This study tests whether measured telemetry adds useful final-
window warning information beyond elapsed cycle and current
operating conditions. We label a simulated turbofan engine cycle
positive when RUL < 20 and use 90 complete trajectories from the
public, 100x-downsampled tiny-N-CMAPSS training partition. The
corrected input definition uses the 14 measured physical channels
documented by N-CMAPSS. It excludes the auxiliary flight-class
and health-state fields, unit ID, and RUL.

Five outer engine-held-out folds and four inner engine-grouped
folds select a threshold for a 5% pre-window false-alert budget.
The cycle-plus-operating baseline recalls 55.4% of final-window
cycles. Adding the 14 measured channels raises recall to 79.3%
at the matched alert budget. The paired engine-cluster bootstrap
estimates a 23.9-percentage-point recall gain, with a 95% interval
from 18.3 to 29.6 percentage points.

The result shows that the measured telemetry in this simulator
reduces missed final-window cycles beyond a clock-and-operating-
state baseline. It does not set a service interval, validate a fielded
aircraft system, or certify safety.
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1 Introduction

Maintenance teams do not act on a remaining useful life (RUL) esti-
mate alone. They need a warning policy that identifies a near-term
maintenance window while keeping alerts during earlier operation
under control. That makes the relevant question a classification
and threshold-selection problem: does the available information
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identify cycles near the decision boundary on engines the model
has not seen?

N-CMAPSS provides simulated aircraft-engine degradation tra-
jectories under recorded flight conditions [1]. Published work on
this dataset has largely reported RUL regression scores with differ-
ent readers, windows, models, and loss functions [2, 4, 5]. Those
RMSE or challenge-score results are not directly comparable to this
study, because this study evaluates a binary warning for RUL < 20
and chooses its decision threshold under a false-alert budget.

Run-to-failure data also require a demanding baseline. An en-
gine’s elapsed cycle number is associated with its remaining life by
construction. If all engines failed at the same cycle, a clock-only
rule could solve much of the task. The trajectories used here fail
after different lifetimes, so cycle number is informative but not
sufficient. A useful sensor result must exceed both the cycle-only
and cycle-plus-operating-condition baselines.

This paper first compares four information sets with the same
fixed random-forest reference and the same nested engine-level
evaluation: elapsed cycle only, cycle plus operating conditions, mea-
sured telemetry only, and all observable inputs. It then tests a small
candidate set of tabular classifiers inside the outer-training folds
to ask whether the warning policy can improve without using
test-engine labels. The focus remains information value, not an
architecture contest. The claim is narrow: in this simulated setting,
the 14 measured channels add final-window warning information
beyond elapsed cycle and recorded operating conditions. The ex-
periment does not establish an aircraft maintenance schedule.

2 Data and warning protocol

2.1 Simulated engine data and target

The experiment uses the labeled training partition of the public
tiny-N-CMAPSS repository at commit b915997ff8d5 [3]; the repro-
ducibility manifest records the complete commit hash. The source
URL is https://github.com/alovberg/tiny-N-CMAPSS. This reposi-
tory documents a 100X-downsampled N-CMAPSS challenge subset.
The checked source files contain 90 simulated run-to-failure trajec-
tories and 633,875 retained readings. We aggregate them to 6,825
engine-cycle rows, or 92.9 retained readings per cycle on average.
The separate test partition has no RUL labels and is not used here.

The target marks an engine cycle as inside a stated final mainte-
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There are 1,890 positive cycle rows, a 27.7% base rate. The value 20
is an experimental warning boundary, not a recommended service

nance window:

RUL < 20,
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interval. For each trajectory, cycle plus RUL is constant; total sim-
ulated lifetime ranges from 48 to 100 cycles (mean 75.8, standard
deviation 14.1). This variation makes elapsed cycle a useful but
incomplete baseline.

2.2 Feature provenance and input sets

N-CMAPSS distinguishes measured physical properties from aux-
iliary fields. The primary measurement source used here is the
14-channel Xs group. The two fields Fc (flight class) and hs (health
state) are auxiliary data and are excluded from every model. In par-
ticular, hs is not treated as a sensor measurement. The experiment
also excludes unit ID and RUL from every model. Table 1 lists the
exact variables.

We compare four inputs with one fixed random-forest refer-
ence. The cycle-only baseline has one feature. Cycle plus operating
conditions has the cycle number and eight within-cycle operating
summaries. Measured telemetry only has 28 within-cycle sum-
maries from the 14 measured channels. All observable inputs has
37 features: cycle, operating summaries, and measured-telemetry
summaries. This comparison separates three questions: how much
a clock predicts, whether operating state adds information, and
whether measured telemetry reduces misses beyond both.

Each variant uses a RandomForestClassifier with 250 trees,
maximum depth 12, minimum leaf size 3, balanced classes, and a
primary random seed of 2026. The model is a fixed screening model.
The study does not claim that it is the best architecture for this
data.

2.3 Nested engine-held-out validation

We use five outer GroupKFold splits grouped by engine. Each outer
test fold has 18 complete trajectories and the remaining 72 engines
form the outer training data. Every engine appears in exactly one
outer test fold. Its rows are absent from fitting and threshold selec-
tion for that fold.

Within each outer training set, four inner engine-grouped folds
generate out-of-fold probabilities. We choose the lowest probability
threshold whose pre-window false-alert rate is at or below 5%. A
final model then fits the 72 outer-training engines and predicts the
18 held-out engines. The pooled result contains only these outer-
test predictions. This procedure evaluates a warning policy without
choosing its threshold from test-engine labels.

2.4 Nested model-family selection

The fixed random forest is used for the information comparison so
that the input-set result does not depend on a particular architec-
ture. We also evaluate one secondary, all-observable warning policy
that selects a model family within each outer-training split. Its four
candidates are the fixed random-forest reference, an extra-trees clas-
sifier, a histogram-gradient-boosting classifier, and a standardized
RBF support-vector classifier. Their configurations are recorded in
the evaluation output.

For each outer fold, every candidate produces inner engine-
grouped out-of-fold probabilities. For each candidate, the inner
probabilities determine the same 5%-budget threshold as above. The
selected candidate is the one with the highest inner final-window
recall at that threshold; ties break in order of AUROC, average
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precision, precision, and lower false-alert rate. We then fit only
that selected candidate on all 72 outer-training engines and score
the 18 held-out engines. Thus neither model-family selection nor
threshold selection uses labels from the outer test engines.

2.5

We report AUROC, precision, final-window recall, and the pre-
window false-alert rate. We calculate 95% percentile intervals by
resampling complete engine trajectories 2,000 times. We also report
a fixed 0.5-threshold check on the same outer-test probabilities. It
is a diagnostic, not the policy used for the primary result.

To test stochastic variation, we repeat the full fixed-random-
forest input comparison and the full selected-policy procedure with
seeds 2024 through 2028. The outer engine splits remain fixed, so
these ranges test run-to-run variation on the same data rather than
a new-dataset replication.

For a first-warning analysis, let cV"°% be the first cycle of engine
u with RUL < 20, and let ¢;*™ be the first cycle whose score meets
its outer-fold threshold. The lead is

Metrics, robustness, and warning timing

window

b =c, — ¢, 2)

Positive values are warnings before the window; negative values
are warnings after it begins. This timing is a property of the tested
screening policy, not a maintenance command.

2.6 Reproducibility materials

The project repository is https://github.com/prahaladtalur/N-CMAPSS-

Engine-Prediction. The evaluation records the exact tiny-N-CMAPSS
commit, SHA256 hashes of the two downloaded data files, outer-test
predictions, selected thresholds, and the scripts used to produce
the tables and figures. These materials identify the corrected input
definition and make the reported values reproducible.

3 Results

3.1 Measured telemetry adds value beyond cycle
and operating state

Table 2 gives the nested outer-test results. Elapsed cycle alone is a
strong baseline, with AUROC 0.923 and final-window recall 0.563
at a 0.050 pre-window false-alert rate. Adding operating conditions
raises AUROC to 0.935 but leaves recall at 0.554. The all-observable
model, which adds summaries from the 14 measured channels,
reaches AUROC 0.966 and recall 0.793 at a 0.051 false-alert rate.

The paired outer-test comparison of all observable inputs against
cycle plus operating conditions estimates a 0.031 AUROC gain, with
a 95% engine-cluster interval from 0.023 to 0.039. Its recall gain
is 0.239, with an interval from 0.183 to 0.296. The false-alert-rate
difference is 0.004, with an interval that spans zero (-0.006 to 0.015).
At the matched alert budget, the added telemetry therefore increases
the share of final-window cycles found without a clear increase in
the pre-window alert rate.

The telemetry-only rule is also useful without a cycle-number
feature. It has AUROC 0.939, precision 0.863, and recall 0.771 at a
0.047 false-alert rate. Compared with cycle only, it gains 0.208 recall
(95% interval 0.105 to 0.310). Its AUROC difference is 0.016, with
an interval from -0.009 to 0.038. The recall result is the stronger
evidence for the fixed 5% warning policy.
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Table 1: Input provenance. Means and population standard deviations are computed within each engine cycle for every channel

except elapsed cycle.

Group Count Fields and use

Measured physical (Xs) 14 T24, T30, T48, T50, P15, P2, P21, P24, Ps30, P40, P50, Nf, Nc, Wf;included in telemetry
variants

Operating conditions (W) 4 alt, Mach, TRA, T2;used in cycle-plus-operating and all-observable inputs

Elapsed cycle 1 cycle; included only in variants that name it

Auxiliary fields 2 Fc, hs;excluded from every model

Identifier and label 2 unit, RUL; excluded from every model

Table 2: Nested engine-held-out performance at a target 5% pre-window false-alert budget. Values in brackets are 95% percentile

intervals from 2,000 complete-engine bootstrap resamples.

Input AUROC

Precision

Final-window recall Pre-window false-alert rate

Elapsed cycle only

Cycle plus operating conditions
Measured telemetry only

All observable inputs

0.923 [0.910, 0.939]
0.935 [0.922, 0.947]
0.939 [0.918, 0.957]
0.966 [0.958, 0.973]

0.813 [0.766, 0.866]
0.821 [0.775, 0.869]
0.863 [0.837, 0.888]
0.857 [0.821, 0.892]

0.563 [0.480, 0.646

[ 0.050 [0.032, 0.067]
0.554 [0.480, 0.629

[

[

0.046 [0.031, 0.063]
0.047 [0.037, 0.058]
0.051 [0.037, 0.066]

0.771 [0.715, 0.824
0.793 [0.751, 0.835

=

AUROC

0.956
0.95
0.439
0.435
0423
0.90
0.85

Cycle

Measured Al
telemetry observable

Cycle +
operating

Final-window recall
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0T 0793
0.463 0454
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Figure 1: Measured telemetry improves final-window classification beyond elapsed cycle and operating conditions. Each bar
uses only outer-test engine predictions; error bars are 95% complete-engine bootstrap intervals.

3.2 Nested selection improves the all-observable
warning policy

The information comparison above keeps the classifier fixed. To
test whether a stronger warning policy is available without using
test-engine labels, the secondary all-observable analysis selects
from four tabular candidates inside each outer-training split. His-
togram gradient boosting is selected in three outer folds and the
RBF support-vector classifier in two. The resulting policy reaches
AUROC 0.973, precision 0.861, and final-window recall 0.821 at a
0.051 realized false-alert rate (Table 3). It warns 54 of 90 engines
at or before the final-window start, so its gain is in cycle-level
detection rather than first-warning lead time.

Relative to the fixed all-observable random forest, nested model
selection adds 0.007 AUROC and 0.028 final-window recall at the
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same pooled false-alert rate. The paired complete-engine bootstrap
interval is 0.002 to 0.011 for AUROC and 0.004 to 0.051 for recall.
The model-family choice and threshold are made from inner out-
of-fold predictions in every outer fold, so these intervals compare
outer-test predictions only.

3.3 The fixed 0.5 threshold is a useful
diagnostic, not an equivalent policy

Table 4 evaluates the same outer-test scores at a fixed 0.5 threshold.
The telemetry-only rule changes little because its nested thresholds
range from 0.460 to 0.479. The all-observable, cycle-only, and cycle-
plus-operating policies require higher thresholds to meet the 5%
alert budget. Their 0.5-threshold recalls are higher, but so are their
false-alert rates. This confirms that threshold selection materially
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Table 3: All-observable warning policies at a target 5% pre-window false-alert budget. The selected policy chooses its model
family and threshold within each outer-training split. Values in brackets are 95% complete-engine bootstrap intervals.

Policy AUROC

Precision

Final-window recall Pre-window false-alert rate

0.966 [0.958, 0.973]
0.973 [0.966, 0.979]

Fixed random forest
Nested selected policy

0.857 [0.821, 0.892]
0.861 [0.827, 0.894]

0.793 [0.751, 0.835]
0.821 [0.778, 0.862]

0.051 [0.037, 0.066]
0.051 [0.038, 0.066]

AUROC

Final-window recall

Fixed
forest

Nested
selected

Fixed
forest

Nested
selected

Figure 2: Nested model selection improves the all-observable policy without using labels from test engines. The selected policy
uses histogram gradient boosting in three outer folds and an RBF support-vector classifier in two.

affects the decision policy and was not omitted from the primary
result.

3.4 Sensor-only scoring produces earlier first
warnings

The first-warning analysis evaluates a different operational prop-
erty from cycle-level recall: whether a policy flags an engine at or
before the start of the final 20-cycle window. The telemetry-only
rule warns 69 of 90 engines by that point, with a median lead of 6
cycles among the 87 engines it eventually warns (Table 5). The fixed
all-observable random forest warns 50 engines by the window start,
while the nested selected policy warns 54. Both have a median lead
of 1 cycle among the engines they eventually warn.

This difference is a tradeoff, not a contradiction. The all-observable
model was selected for cycle-level final-window classification, while
the first-alert metric rewards an earlier threshold crossing. A de-
ployment study that needs lead time should select and validate an
engine-level early-warning objective directly.

3.5 Cycle-level metrics are stable across model
seeds

Table 6 reports five complete nested evaluations with random-forest
seeds 2024 through 2028. The seed ranges are narrow for each input.
They do not replace external validation, because the simulated
engines and the outer folds remain the same.

Across the five seeds, the all-observable recall gain over cycle
plus operating conditions ranges from 21.9 to 23.9 percentage points,
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with a mean of 22.6 points. The paired 18.3-to-29.6-point interval
reported for the primary run (seed 2026) captures uncertainty from
resampling complete engines; it does not include model-seed vari-
ability. First-warning timing is reported for the primary run only
and is not part of this seed-robustness check.

4 Discussion

The main result is not that a classifier can recognize a simulated
failure trajectory after seeing its age. Cycle count alone already
reaches AUROC 0.923. The useful result is the comparison against
that strong baseline. At a matched pre-window alert budget, mea-
sured telemetry raises final-window recall from 0.554 for cycle plus
operating conditions to 0.793 for all observable inputs. The paired
complete-engine bootstrap interval for the recall gain remains pos-
itive, from 0.183 to 0.296.

The secondary nested model-selection policy raises all-observable
recall from 0.793 to 0.821 and AUROC from 0.966 to 0.973. It se-
lects histogram gradient boosting in three outer folds and an RBF
support-vector classifier in two. This is a practical improvement
under the same warning budget, but it is not an architecture claim.
The candidate set is small, the model choice is evaluated only on
this simulated subset, and the policy does not improve the earlier
first-warning timing reported for the sensor-only rule.

The telemetry-only rule supplies a separate result for an early-
screening setting. It has no elapsed-cycle feature, yet it recalls 77.1%
of final-window cycles at a 4.7% pre-window false-alert rate. It
warns 69 of 90 engines by the window start, with a median lead
of 6 cycles among warned engines. This does not show that the
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Table 4: Diagnostic fixed-threshold performance on the same outer-test probabilities. These values do not replace nested

threshold selection.

Input Precision  Final-window recall =~ Pre-window false-alert rate
Elapsed cycle only 0.624 0.887 0.204
Cycle plus operating conditions 0.700 0.859 0.141
Measured telemetry only 0.890 0.751 0.036
All observable inputs 0.791 0.872 0.089

Table 5: First-warning timing from outer-test predictions. Positive lead means the first warning occurs before the final-window

start.

Input By window start

Late warning

No warning Median lead among warned

69/90 (76.7%)
50/90 (55.6%)
54/90 (60.0%)

Measured telemetry only
All observable, fixed random forest
All observable, nested selected policy

18/90 3/90 6 cycles
39/90 1/90 1 cycle
34/90 2/90 1 cycle

o
@ Ator before window (69) @ Late warning (18)

Lead to final-window start (cycles)

X No warning (3)

0= warning at final-window start

°
°
OXXX

a5 90

Engine trajectories ranked by first warning

Figure 3: First warning for the telemetry-only policy across 90 outer-test engine trajectories. This policy uses no cycle number
or operating-condition field. Positive lead values arrive before the final 20-cycle window begins.

Table 6: Five-seed robustness check. Each entry is mean [minimum, maximum] over full nested evaluations using fixed outer
engine splits. The first four rows use the fixed random-forest reference; the final row repeats model-family selection inside

every outer-training split.

Input AUROC

Final-window recall Pre-window false-alert rate

0.923 [0.923, 0.923]
0.935 [0.934, 0.935]
0.940 [0.939, 0.941]
0.965 [0.965, 0.966]
0.973 [0.973, 0.973]

Elapsed cycle only

Cycle plus operating conditions
Measured telemetry only

All observable inputs

Nested selected policy

0.564 [0.559, 0.568]
0.559 [0.554, 0.566]
0.774 [0.771, 0.776]
0.785 [0.780, 0.793]

0.050 [0.048, 0.051]
0.049 [0.046, 0.049]
0.048 [0.046, 0.050]
0.050 [0.049, 0.051]

0.821 [0.821, 0.822] 0.051 [0.051, 0.051]

model knows when a real engine should be removed from service.
It shows that the documented measured channels contain signal
about the simulated approach to the chosen 20-cycle boundary.
The feature definition matters. The evaluated model uses only
the 14 named measured physical channels, listed in Table 1. It
does not use virtual sensors, target health parameters, unit ID,
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RUL, or the auxiliary Fc and hs fields. This restriction makes the
telemetry result testable. It also makes the result lower than an
experiment that treated auxiliary health-state information as if it
were a measured sensor.
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Several limitations remain. First, tiny-N-CMAPSS is simulated
and the retained data are 100X downsampled. Each per-cycle sum-
mary averages about 93 retained readings, so it cannot test how a
warning would respond to high-rate within-flight transients. Sec-
ond, the 20-cycle window, 5% false-alert budget, and one-cycle alert
definition are experimental choices. A maintenance program would
need costs, inspection capacity, confirmation rules, and a lead-time
objective before choosing a policy. Third, five seeds test stochastic
variation of the fixed reference and the nested selection procedure
on the same data. They do not replace an independently labeled
fleet or a held-out test campaign.

The next technical step is to train and evaluate a warning policy
against an engine-level objective, such as warning by a specified
lead time with a per-engine alert budget. That would directly op-
timize the tradeoff exposed in Table 5. The next empirical step is
external validation on labeled engines with maintenance outcomes.
Until then, this paper should be read as a controlled simulation
result about information value, not a deployable maintenance rec-
ommendation.

5 Conclusion

This study tests a narrow maintenance-warning question on sim-
ulated turbofan engines: do measured channels add information
beyond elapsed cycle and operating conditions when the warn-
ing threshold is chosen without seeing the held-out engines? The
answer is yes for the tested N-CMAPSS subset. At a roughly 5% pre-
window false-alert rate, all observable inputs raise final-window
recall from 55.4% to 79.3% over the cycle-plus-operating baseline.
The paired engine-cluster interval for the gain is 18.3 to 29.6 per-
centage points.

The telemetry-only result is also useful. With no cycle number
or operating-condition field, it recalls 77.1% of final-window cycles
and warns 69 of 90 engines by the window start in the primary run
(seed 2026). Its cycle-level recall is stable across five random-forest
seeds, ranging from 77.1% to 77.6%; first-warning timing was not
repeated across seeds. These results use only the 14 documented
measured channels. A secondary policy that selects its model family
inside the training folds raises the all-observable result to AUROC
0.973 and recall 82.1%, compared with 0.966 and 79.3% for the fixed
random forest at the same pooled false-alert rate. This is a controlled
performance gain, not a claim of a universally best model.

The contribution is evidence that observed sensor telemetry
carries maintenance-warning value beyond a flight-cycle clock in
this simulator. It is not evidence for a service interval or a fielded-
aircraft decision rule. Those claims require maintenance-defined
costs and lead times, plus independent labeled engine data.
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